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Abstract
Purpose Contrast-enhanced spectral mammography (CESM) is a recently developed breast imaging technique. CESM relies
on dual-energy acquisition following contrast agent injection to improve mammography sensitivity. CESM is comparable to
contrast-enhanced MRI in terms of sensitivity, at a fraction of the cost. However, since lesion variability is large, even with
the improved visibility provided by CESM, differentiation between benign and malignant enhancement is not accurate and a
biopsy is usually performed for final assessment. Breast biopsies can be stressful to the patient and are expensive to healthcare
systems. Moreover, as the biopsies results are most of the time benign, a specificity improvement in the radiologist diagnosis
is required. This work presents a deep learning-based decision support system, which aims at improving the specificity of
breast cancer diagnosis by CESM without affecting sensitivity.
Methods We compare two analysis approaches, fine-tuning a pretrained network and fully training a convolutional neural
network, for classification of CESM breast mass as benign or malignant. Breast Imaging Reporting and Data Systems
(BIRADS) is a radiological lexicon, used with breast images, to categorize lesions. We improve each classification network
by incorporating BIRADS textual features as an additional input to the network. We evaluate two ways of BIRADS fusion as
network input: feature fusion and decision fusion. This leads to multimodal network architectures. At classification, we also
exploit information from apparently normal breast tissue in the CESM of the considered patient, leading to a patient-specific
classification.
Results We evaluate performance using fivefold cross-validation, on 129 randomly selected breast lesions annotated by
an experienced radiologist. Each annotation includes a contour of the mass in the image, biopsy-proven label of benign or
malignant lesion and BIRADS descriptors. At 100% sensitivity, specificity of 66% was achieved using a multimodal network,
which combines inputs at feature level and patient-specific classification.
Conclusions The presented multimodal network may significantly reduce benign biopsies, without compromising sensitivity.
Keywords Deep learning · Contrast-enhanced spectral mammography (CESM) · Breast cancer · Multimodal neural networks ·
Computer vision

Introduction
Imaging-based breast screening has played a major role in
decreasing breast cancer mortality. Mammography is the
only FDA-approved breast cancer screening method and is
widely used for this purpose. However, it suffers from poor
lesion visibility in dense breasts [1,2] (Fig. 1, left).
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Contrast-enhanced spectral mammography (CESM) provides anatomical and functional imaging of breast tissue.
A contrast agent is administered intravenously about two
minutes before a set of low- and high-energy images is
acquired sequentially, while the breast remains fixed and
compressed [3]. The two images are combined to enhance
areas of contrast uptake while canceling anatomic noise. The
resulting lesion visibility (Fig. 1, center) is comparable to
the one achieved in contrast-enhanced MRI (Fig. 1, right)
but at a fraction of the cost [4,5]. The use of CESM was
shown to improve lesion visibility in dense breasts [3], thus
raising the diagnostic accuracy as compared to conventional
mammography [6]. However, in many cases, sufficient confi-
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Fig. 1 Lesion visibility in dense breast: (left) classical mammography; (center) CESM; (right) contrast-enhanced MRI

dence to differentiate between benign and malignant CESM
lesions cannot be reached by the radiologist and the patient
is referred for biopsy. Besides being stressful for the patient,
the biopsy adds cost to the diagnostic process. More than half
of the breast biopsies are benign, suggesting a lot of room
for specificity improvement.
Computer-assisted diagnosis (CADx) has been used for
many years with mammography. Brake et al. [7] used contrast, intensity and location for classification of suspicious
regions. Other image characteristics, such as morphology and
texture features, were employed to aid the decision [8,9]. The
improvement achieved by CAD in mammography was still
insufficient, mainly due to the dense breast issue [10].
In the field of CESM, automatic image analysis systems
are rare, as the imaging technique is still relatively young.
Prediction of the malignant/benign label for an unseen CESM
image is a challenging task. Breast cancer has many different
forms, and a large dataset would be required to account for all
the different variations (Fig. 2). This may prove problematic
for a relatively young modality.
Mateos et al. [11] used temporal contrast-enhanced mammography (TCEM) to investigate the utility of texture
features to lesion diagnosis. Textural descriptors from the
Gray Level Co-occurrence Matrix (GLCM) were examined,
and correlation was shown between malignancy and a combination of entropy and diagonal momentum. Cheung et
al. [12] showed that CESM can assist in classifying malignant
microcalcification without an associated mass, determining
the size of the cancer and enabling more accurate biopsy
location in the case of multiple microcalcifications. A recent
study [13] presents the benefits of CAD-CESM for improving
radiologists’ diagnosis performance. The authors use lesion
ROIs and extract 236 textural features, using image intensity,
Gabor filters, GLCM and more. Features are then refined
with sequential forward feature selection (SFFS) [14], and
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most significant features are classified using a support vector
machine (SVM) [15]. These findings support our hypothesis
that there is much useful quantitative information that can be
extracted from contrast-enhanced mammography and leveraged toward increasing the diagnostic performance.
Breast Imaging Reporting and Data Systems (BIRADS)
[16] is a radiologic lexicon that provides assessment and
description for suspicious findings in the breast. BIRADS
enable better communication between radiologists by providing clear definitions for lesion morphology and a scoring
system for severity that aid in predicting malignancy likelihood. A specific BIRADS lexicon is fitted to each imaging
technique (mammography, ultrasound and MRI). For CESM
images, it was shown that MRI BIRADS descriptors are
applicable [17].
In this paper, we propose and validate multimodal neural
classification methods that seamlessly combine CESM pixel
information with textual BIRADS descriptors provided by
the radiologist.
By enhancing the information used for lesion classification (text and pixels), we aim at increasing the diagnostic
specificity, thereby reducing benign biopsies without compromising sensitivity. The advantages of multimodal networks have been previously proven on multiple tasks, ranging
from video classification [18], fusing video and audio, hand
gesture recognition [19] and image retrieval [20], combining medical images with textual descriptions of the image.
In these works, using features from different modalities
improves classification results. Different modalities complement each other and contribute to precise prediction.
The proposed multimodal classification methods are presented in “Methods” section. Data acquisition, experiments
and results are presented in “Experiments” section. Conclusions are summarized in “Conclusion” section.
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Fig. 2 Crops for sample lesions in the dataset. Breast lesions morphology and size are diverse; hence, CESM dataset has a large variability. Benign
lesions (left), malignant lesions (right)
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Fine-tuned AlexNet
We compare two CNN methods, fine-tuning pretrained
AlexNet [21] and end to end training of a deep network with
interchanging layers of convolution and max pooling.
CESM images have high resolution, typically about
3000 × 2000 pixels. Such large images, if used as network
input, lead to high computational cost and require a large
number of parameters. A common approach is to resize the
images as a preprocessing step. However, lesion texture and
pattern are subtle and are likely to be harmed by the resizing
operation. Therefore, it is more convenient to use a set of
sample image patches, instead of the whole mammogram, as
input to the network.
The dataset includes lesions of different shapes and sizes.
Therefore, the number of sample patches used has to account
for different cases. If a lesion is small, a large number of
patches will result in overlapping patches that contain similar information. Conversely, a large lesion area with a small
number of patches will not sufficiently cover the different
parts of the lesion. For each grayscale image, we randomly
select 200 pixels belonging to the lesion mask and extract a
square patch (227 × 227 pixels) around each sampled pixel.
This method satisfies the need for a large dataset, required for
deep learning approaches, and preserves the original image
resolution within each patch.
At testing time, inference is done on all lesion patches and
final classification score for a considered lesion is the mean
score computed over its 200 sample patches.
In order to classify each lesion, the problem is formulated
as an optimization task that minimizes the cross-entropy cost
function defined by:

Loss = −

C


L i log(yi )

(1)

i=1

where L i ∈ [0, 1] is the label, C = 2 number of classes
and yi is the softmax classification score on network output
Z i=malignant/benign

The practice of fine-tuning a pretrained network is common,
usually an extension to transfer learning [22,23]. Previous
work has shown that despite the difference between natural and medical images, fine-tuning a pretrained network
outperforms networks trained from scratch, due to lack of
large-scale labeled medical datasets [22].
Alexnet [21] was trained on the ImageNet dataset, a mass
collection of about 14 million natural images with 1000
image classes. It consists of five convolution layers with
ReLU activation function, three pooling layers and three fully
connected layers with dropout. In this work, in order to adapt
the network to the classification of breast lesions, we change
the last fully connected layer to output only two classes and
fine-tune the last two layers of AlexNet. We will refer to
this method as FT-AlexNet, and its architecture is shown in
Fig. 3a (dashed arrow not part of it).
End to end training
To explore an alternative to FT-AlexNet, we define a new
CNN, hereon called RawNet. It consists of five convolution
layers with batch normalization (BN) [24] after each convolution and ReLU activation, three max-pooling layers and
two fully connected layers. This network has around 240 K
parameters. The network diagram can be seen in Fig. 3b.
Patient-specific classification
In order to further improve lesion classification performance, we propose a patient-specific fine-tuning step. For
this purpose, we assume that breast tissue located outside
of the contoured lesions can be considered as normal, nonmalignant tissue. This makes sense as the radiologist is
requested to contour all the suspected lesions in the CESM
mammogram. At testing, for each patient, the assumed nonmalignant tissue is sampled with square patches and labeled
as benign (see Fig. 4). These samples are considered normal
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Fig. 3 CNN architectures with each layer’s output size. a FT-AlexNet.
b RawNet. Input grayscale image (blue), convolution layers (orange),
max pooling layers (green), fully connected (red). The dashed line is

concatenation of BIRADS feature vector to the output of the first fully
connected layer, as used in the feature fusion approach

patches. The network that was already trained on the whole
training set is further fine-tuned for an additional epoch using
the patient-specific non-malignant tissues, before the lesion
patches are classified. This is a personal classification step
applied per patient.

given in Table 1, the last columns showing its one-hot vector
conversion.

Multimodal classification
BIRADS encoding
The BIRADS are provided by the radiologist as textual
descriptors and consequently converted into numerical inputs
usable by the neural network as explained below. In this work,
four categories are used from the CESM BIRADS lexicon
(Table 1): (1) mass shape, providing a basic description of the
lesion form. (2) mass margin, defining qualitatively the lesion
boundary. For example, spiculated margins are an indication
of malignancy. (3) Mass internal enhancement, qualitatively
describing the spatial distribution of hyper-intensity inside
the lesion. For example, a cyst, which is in most cases benign,
will be bright only on the margin (rim enhancement). (4)
Background Parenchymal Enhancement (BPE), quantifying
the enhancement of breast fibroglandular tissue outside the
lesion. The BIRADS textual descriptors are converted into
one-hot vectors and, after concatenation, result in a 13 elements feature vector. Details for each BIRAD descriptor are
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BIRADS fusion
We examine two ways of incorporating the BIRADS vector to obtain multimodal classification. In the first approach,
denoted feature fusion, the BIRADS binary vector and the
output of a fully connected layer are concatenated before
entering the next layer of the network. In both networks, FTAlexNet and RawNet, concatenation is performed with the
output of the first fully connected layer, as illustrated by the
dashed arrow in Fig. 3a, b.
In the second approach, denoted decision fusion, the classification scores from two classifiers, one per modality, are
merged to provide the final benign/malignant decision. For
this purpose, the aforementioned CNN (without BIRADS)
and an SVM classifier, denoted BSVM, trained only on
BIRADS features are implemented to provide, each, a separate classification score [15]. The final lesion malignancy
classification can merge the classification scores in several
ways:
Max fusion Given a lesion to be classified, each classifier outputs a probability vector, denoted by [ p(xbenign ),
p(xmalignant )], and quantifies the probability that the lesion
is benign or malignant, respectively. In order to stay on the
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Fig. 4 Non-malignant tissue patches acquisition. (Left) CESM original image, (middle) CESM image without lesion area, (right) sampling of 200
non-malignant patches from areas external to the lesion contour
Table 1 Four BIRADS
categories taken from the
BIRADS atlas used as textual
input to the network. Columns 4
to the end of the table are the
one-hot vectors defined per each
descriptor. BPE has four
descriptors as opposed to the
other categories which have 3

BPE

Mass

Level

Minimal

Shape

Margin

Internal enhancement

safe side, we take the maximum of the probabilities to define
the fused score for the malignant class.
scoremalignant = max( p(xmalignant |BSVM), p(xmalignant |CNN))

(3)
where p(xmalignant |BSVM) is the malignant class probability
given by BSVM and p(xmalignant |CNN) is the malignant class
probability given by CNN.
Linear combination Another option is to compute a weighted
average of the probabilities. The coefficient α controls the
contribution of each classifier.
scoremalignant = α· p(xmalignant |BSVM)+(1−α)· p(xmalignant |CNN)

(4)

SVM classifier Alternatively, an SVM classifier can be used
for the scores fusion task. It defines a hyperplane maximizing
the margin between the plane and the two classes it separates.
The margin is defined by the distance from the hyperplane

1

0

0

0
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0

1

0

0

Moderate

0

0

1

0
1

Marked

0

0

0

Oval

1

0

0

Round

0

1

0

Irregular

0

0

1

Circumscribed

1

0

0

Not circumscribed irregular

0

1

0

Not circumscribed spiculated

0

0

1

Homogeneous

1

0

0

Heterogeneous

0

1

0

Rim enhancement

0

0

1

to the nearest data point. We define the new feature vector
set of size Nx2 as the malignancy probabilities from each
classifier. Since our dataset is small, the training set for this
classifier is the same training set used for the network and
BSVM classifier.

Experiments
Data and preprocessing
A CESM dataset consisting of 54 patient with 129 images
of left/right cranio-caudal (CC) and mediolateral oblique
(MLO) views was acquired on a GE Senographe Essential
mammography. The dataset contains 73 images with benign
lesions and 56 malignant lesion images. The CESM is a
combination of high and low energy exposures (45–50 kVp,
26–30 kVp, respectively) acquired two minutes after contrast
medium (iodine-based) injection. The typical image size is
2394 × 3062. Data annotation was done by an expert radiologist and includes a rough contour of the lesion and BIRADS
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Fig. 5 Comparison between ROC of the two classification networks.
(left) FT-Alexnet, (right) RawNet. Four curves are presented with their
matching AUC: (1) pixels input alone (FT-Alexnet/RawNet, blue),(2)
feature fusion of pixels and BIRADS (FT-AlexNet/RawNet + BIRADS,

red), (3) feature fusion of pixels and BIRADS with network fine-tuning
using normal patches (FT-AlexNet/RawNet + BIRADS + normal, yellow) and (4) pixels input alone with network fine-tuning using normal
patches (FT-AlexNet/RawNet + normal, purple)

descriptors for each image. The lesions in the dataset were
all biopsy proven, to provide the ground truth (GT) labels as
malignant/benign.
CESM images are uint16 numeric type while the input
to AlexNet [21] consists of three uint8 channels. In order to
make CESM images readable by the AlexNet network, we
have to map the dynamic range of the CESM into the numerical format of a single network channel. A compression of
the CESM dynamic range is therefore necessary . To minimize compression and potential contrast loss, the values are
clipped between 1900 and 2500 to contain most of the histogram energy and only then rescaled between 0 and 255.
Eventually, the mean value is subtracted from each image
patch before being duplicated and fed to the three input channels of FT-AlexNet simultaneously.
A common technique to increase the size of the dataset is
to use augmentations. As addition to the various translations
created by the patch-based method, each patch in the training
set was also rotated by multiples of 90◦ and flipped up–down
or left–right to represent a variety of possible lesion positions.

more weight to the network decision which is based on the
image input. All the experiments are implemented using fivefold cross-validation.

The parameters
The hyperparameters used in all experiments are: the Adam
optimizer [25] for network training, with a batch size of
200, learning rate of 0.0001 and dropout 0.5. For the linear
combination option in the decision fusion method, described
in “BIRADS fusion” section, we set α to be [0.5, 0.3].
The first option (denoted Mean Malignant) is an average between BIRADS’ and network’s decision. The second
option (denoted Linear Combination Malignant), 0.3, gives
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Validation schemes
In a first experiment (Fig. 5), we compare the receiver operating characteristics (ROC) and corresponding area under
the curve (AUC) for FT-AlexNet (left) and RawNet (right)
networks in four different settings: (1) pixels input alone
(FT-Alexnet/RawNet,blue), (2) feature fusion of pixels and
BIRADS (FT-AlexNet/RawNet + BIRADS, red), (3) feature
fusion of pixels and BIRADS with network fine-tuning using
normal patches (FT-AlexNet/RawNet+BIRADS + normal,
yellow) and (4) pixels input alone with network fine-tuning
using normal patches (FT-AlexNet/RawNet + normal, purple).
Among both the considered architectures, FT-AlexNet+
BIRADS (red curve) achieves the highest AUC, at 0.9. For
pixel data only (no BIRADS), at the maximum sensitivity working point (no false negative), FT-AlexNet (blue)
achieves the best specificity at 0.37, with only 0.27 for
RawNet (Table 2). This means that benign biopsies can
be reduced by up to 37% using pixel-only FT-AlexNet.
By adding textual BIRADS information, we see that multimodal FT-AlexNet+BIRADS can do significantly better and
reduces by up to 60% the benign biopsies count (Table 2).
Further improvement is obtained by network fine-tuning
using normal patches (see “Patient-specific classification”
section), as the potential reduction in benign biopsies reaches
66% (Table 2). Comparatively, the addition of BIRADS
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Table 2 Specificity results summary for the sensitivity=100% working point
Network

Feature fusion
Pixels-only

Decision fusion
Multimodal

SVM

Max

Linear comb. α = 0.5

Linear comb. α = 0.3

FT-AlexNet

37

48

60

66

50

51

45

47

58

58

51

52

RawNet

27

10

53

20

56

56

44

47

41

45

36

36

For each experiment we present two results (separated by a vertical line): without and with normal patches fine-tuning (left and right, respectively).
Best result are in bold for each network

Fig. 6 Comparison between classification ROC of the proposed multimodal networks with decision fusion. (left) FT-Alexnet, (right) RawNet.
a Without normal patches fine-tuning; b with normal patches finetuning. ROCs are given in four decision fusion alternatives: SVM
(malignant feat SVM, blue), max fusion (max malignant, red), lin-

ear combination with α = 0.5 (mean malignant, yellow) and linear
combination with α = 0.3 (linear combination malignant, purple). For
RawNet, the highest AUC and best SPC score are achieved by SVM
fusion. For FT-AlexNet, the best score is achieved by mean malignant
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information to RawNet yields a smaller potential in benign
biopsies reduction, at 53% (Table 2). Moreover, further
adding the normal patches fine-tuning results in a decline of
both the AUC (0.71 for RawNet+BIRADS+normal, 0.8 for
RawNet+normal) and the specificity at maximum sensitivity
working point (10% and 20%, respectively, in Table 2).
In a second experiment (Fig. 6), the decision fusion
approach is evaluated as an alternative to the feature fusion
of the first experiment. Fig. 6a, b shows decision fusion
results for FT-AlexNet (left) and RawNet (right) without
and with normal patches fine-tuning, respectively. For FTAlexNet (left), the best decision fusion results are achieved
by using a linear combination wherein α = 0.5 (denoted
Mean Malignant, yellow) . The AUC with (b) or without (a)
normal patches fine-tuning is 0.89, with up to 58% (Table 2)
reduction in benign biopsies.
For RawNet (right), the best decision fusion results (with
and without normal patches) are achieved for an SVM classifier (denoted Malignant Feat SVM, blue): AUC = 0.88 and
up to 56% (Table 2) reduction in benign biopsies.
In both fusion methods, the improvement in classification with multimodal networks was significant. This shows
the benefits of the BIRADS addition. Even though the baseline FT-AlexNet is fairly capable at malignancy prediction,
BIRADS information is an important addition. Patientspecific classification has proved to be important as well,
but only with the more robust FT-AlexNet. Addition of normal patches information is beneficial in the feature fusion
method, which achieved the highest specificity score and is
most suitable for benign biopsy reduction.

Conclusions
CESM is an effective and economical modality for breast
cancer diagnosis. A suspicious lesion in a CESM image usually leads to biopsy, to determine whether it is benign or
malignant. Biopsies are invasive and add cost to the diagnostic process. The purpose of this work is to increase the
specificity of the CESM diagnostic so that benign biopsies
can be significantly reduced, without compromising sensitivity.
The task of lesion classification in CESM images was
scarcely addressed by the research community. This is due
to the lack of a large, biopsy-proven database of suspicious
lesion images obtained with the new CESM modality.
The significant variation in visual CESM characteristics
of both benign and malignant lesions makes classification
difficult. We overcome these challenges using a deep learning
approach to handle the complexity of the available CESM
data.
We explored ways of fusing textual information given by
an expert radiologist with CESM suspicious lesion images.
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We present a suitable multimodal network and show its diagnostic advantage. Our trained model can potentially lead to
substantial reduction in benign biopsies. We show that feature
fusion is preferable to decision fusion, since it enables the network to learn suitable weights per parameter. Patient-specific
classification (by normal patches fine-tuning) is helpful in
final assessment and achieves better malignancy prediction
scores. These scores can serve as a second-reader input assisting medical experts in their decisions.
In this work, FT-AlexNet was essential to achieving the
best results for potential benign biopsy reduction. A fully
trained network could not meet the requirements in a sufficient manner, since large CESM datasets are not yet available.
Future work will focus on gathering more data. This will
be helpful in better training and more robust evaluation. It
can be achieved using new methods of synthesizing data.
Other pretrained networks can also be explored. In our work,
we use pretrained AlexNet [21]; however, the improvements
suggested here are impartial to the base network used and can
be added with ease. Further research would also examine
how information regarding a patient’s medical history can
improve classification.
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